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Abstract. In recent years, energy consumption has emerged as one of the 
biggest issues in the development of HPC applications. The traditional approach 
of parallel and distributed computing has changed its perspective from looking 
for greater computational efficiency to an approach that balances performance 
with energy consumption. As a consequence, different metrics and 
measurement mechanisms have been implemented to achieve this balance. The 
objective of this article focuses on monitoring and analyzing energy 
consumption for a given application through physical measurements and a 
software interface based on hardware counters. A comparison of the energy 
values gathered by Intel RAPL versus physical measurements obtained through 
the processor power source is presented. These measurements are applied 
during the execution of a classic matrix multiplication application. Our results 
show that, for the application being considered, the average power required by 
the processor has an error of up to 22% versus the values predicted by RAPL. 

Keywords: Energy consumption, Prediction, Power, Hardware counters, 
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1 Introduction 

The goal of High Performance Computing (HPC) is to design and develop solutions 
to situations that require large computing capacities by using techniques and methods 
that allow using all available computing power to achieve maximum speedup and 
efficiency. 

In recent years, due to existing limitations in energy resources, greater emphasis 
has been placed on researches related to the consequences of increasing processor 



temperature. The trend has been analyzing energy consumption on different 
applications and developing consumption models to predict and plan for execution 
based on energy consumption metrics [2, 3]. 

Currently, power consumption efficiency is a very important metric that affects 
everything from mobile systems to large HPC centers. Daily energy consumption in 
the latter is very high and this metric increase over time. Therefore, monitoring power 
dissipation and energy consumption in every system has become a priority research 
area. 

Many biggest clusters currently operating are formed by general-purpose machines 
that, above all, have a low monetary cost. By interconnecting dozens, hundreds or 
thousands of these devices, significant computational power is obtained, albeit with 
very high power consumption, which includes the energy required for cluster nodes to 
operate as well as the energy required to keep such nodes refrigerated, for example. 
For this reason, monitoring the energy used for each of the computers is a key to be 
able to reduce this variable. 

This article focuses on monitoring and analyzing energy consumption for a matrix 
multiplication application through physical measurements and a software interface 
based on hardware counters. 

The article is organized as follows: Section 2 presents an overview of related works 
in the energy consumption area. In Section 3, some basic concepts of energy 
consumption measurement are defined. After that, Section 4 details the methodology 
used to carry out the measurements. Then, in Section 5, the experimental work is 
described, whereas in Section 6, the results obtained are presented. Finally, Section 7 
presents our conclusions and future work.  

2 Related work 

Energy consumption in HPC has emerged as one of the major research areas in recent 
years due to the need of minimizing the environmental impact of the infrastructure 
required by computation centers, large servers, storage systems and refrigeration 
systems. To manage energy consumption, numerous applications and measurement 
instruments such as the ones used in this article have been designed.  

When looking to determine a reference value corresponding to the consumption of 
an entire computation system, which is known as coarse-grained measurements, 
different instruments that intercept power sources and applications that extract the 
corresponding data are used. For example, external measurements with clamp probes  
and oscilloscopes [2, 3], or devices such as Watt’s Up Pro combined with applications 
that take captured data and output information for the test scenario, such as 
PowerPack [11].  

In other scenarios, power consumption information of a specific component 
(memory, disk, network, GPU) is needed. In those cases, fine-grained measurements 
are used. The implementation of the physical measurements included in this article for 
measuring CPU consumption was inspired in [9, 21] which, using Hall effect sensors, 
allows extracting the information from the corresponding device. 



Other works have considered fine-grained measurements through sensors as 
invasive and highly complex, and have therefore studied estimation models based on 
hardware counters information. Such is the case of [4, 6, 7, 15, 17], where the power 
consumed by the entire system or its different components is estimated by means of 
fine-grained measurements. There are other models that are application-centered and 
whose objective is assessing application execution frequency [18, 5] or application 
scheduling [22]. More complex models have also been developed, such as models that 
include heterogeneity and consider GPU consumption [20, 24] and even models with 
a certain type of intelligence through machine learning [23]. 

Power estimation through fine grain models provided by processor manufacturers, 
such as Running Average Power Limit (RAPL) in the case of Intel [8, 14] and 
Application Power Management (APM) for AMD [1], have generated interest in the 
community in relation to whether the values obtained with them match actual physical 
measurements. For this reason, the reliability of counter registers and the consumption 
model have been questioned, and there are numerous works that attempt to validate 
the estimation by comparing the values obtained by the model with those obtained by 
the physical measurement methods mentioned above [9, 12, 13].  

There are works that estimate coarse-grained power (or alternating current power of 
the entire system) from the fine-grained power model provided by processor 
manufacturers [16, 4]. 

3 Power consumption measurement 

There are several approaches to measure the energy used during a certain period of 
time; however, only two of those are widely used. 

On one hand, energy consumption can be monitored through certain software 
measurement interfaces that feed a refined power model with different system 
variables to obtain an estimated measurement of the current power consumption by 
the device. On Intel processors these variables are obtained through hardware counter 
records present in most processors designed in recent years, more specifically, since 
SandyBridge micro-architecture [14]. 

On the other hand, power consumption control through external physical 
measurement uses different tools that are especially designed for that. There are 
publications where the power of the entire system is sampled through a clamp probe 
connected to a digital oscilloscope [2, 3]. In other cases, invasive techniques are used, 
where current sensors (Hall Effect) are attached to the power sources of the various 
devices in a computer [11]. 

3.1 Software approach 

For many years, microprocessor manufacturers installed hidden registers used for 
debugging hardware problems, but it wasn't until 1993 that their existence, and the 
possibilities they offer in relation to knowing very accurate data on processor status, 
became publicly known. Hardware counters are a set of special-purpose registers built 



in most modern micro-processors whose function is to store in a cumulative way 
certain events related to system hardware. In its latest designs, Intel has added specific 
events to measure power consumption. 

Due to the potential offered by these counters, many tools have been developed 
that allow to specify events to be monitored, either for application profiling or to 
make adjustments during algorithm execution.  

In the case of application profiling, perf emerges as a GNU/Linux application that 
displays a large number of events used in profiling and allows accessing them through 
the command line. Available events depend both on the architecture as well as on the 
Linux kernel being used. Due to the complexity involved in accessing counter values 
in real time, PAPI [19] turns up as an interface that allows accessing the various 
events and counter records from an algorithm's source code. Thus, it is possible to 
alter the application behavior based on the obtained power values.  

As already mentioned, the design of consumption events led to research works 
focused on estimating power consumption for the different components in a computer 
system, obtaining power estimation models such as RAPL [8]. RAPL is a model that 
estimates energy using hardware counters and I/O models. RAPL uses measurement 
domains, which ensures fine-grained monitoring that may vary based on processor 
model. 

The Package (PKG0) domain includes the power used by the entire socket. Then, 
PP0 encompasses the entire sub-system of cores and caches, while PP1 considers the 
consumption generated by circuitry that is external to the cores, such as onboard 
GPU. Lastly, the DRAM domain generates information about the energy used by the 
main memory. Since the PKG0 domain includes the PP0 and PP1 sub-domains, this is 
the domain that was selected to carry out energy measurements in this work. 

3.2 Physical approach 

When physically monitoring power, there are two procedures that can be carried out: 
a coarse-grained procedure and a fine-grained one. The former consists in 
intercepting, using a suitable instrument, the variables required for calculating instant 
power: current and voltage. In a fine-grained procedure, the instant current that goes 
through the power inlet of the main devices in the system is monitored.  

This article focuses on the second procedure. To this end, several devices are used. 
First, an Arduino UNO development board based on free hardware and equipped with 
an ATmega328P processor, 14 digital I/Os, 6 analog I/Os and a 16MHz rate clock. 
Then, a couple of ACS712 sensors, which will be used to measure power through 
invasive Hall Effect. This type of sensors operate in a range between -5 and 5 Amps 
and have a resolution of 185mV/A, powered at 5V, as shown in Figure 1a. On the 
other hand, the equipment whose energy consumption will be measured should have a 
power source with a 4-pin ATX 12V connection (see Figure 1b), which is used 
mainly to power the CPU through the connector that can be seen in Figure 1b. 



 
Fig. 1. Devices required to carry out physical measurements. 

4 Implementation 

To carry out the measurements, two machines are required – a study machine which 
runs the target algorithm, and a monitoring machine that allows to capture physical 
measurements. 

Figure 2 shows a simple connection diagram. The mentioned sensors are serially 
connected to the ATX 12V power source, and the development board reads the values 
and send them to the monitoring machine. There, it runs a Python script responsible 
for receiving the data and save them to disk. 

 

 
Fig. 2. Measurement diagram. 

 

Finally, software-based measurements are carried out simultaneously with physical-
based sampling using the perf tool. It should be noted that both procedures can be 
achieved at the same time because perf is a very light tool and, therefore, does not 
introduce a significant overhead. Synchronization between both machines is given 
through a TCP socket. 



5 Experimentation 

The specific measurements were performed on the machine labeled study machine, 
which consisted on a Gigabyte GA-H81M-H motherboard, an Intel Core I3-4170 
processor (2 cores), an 8GB DDR3 RAM memory and Ubuntu 14.04 operating 
system (Kernel 3.16). The monitoring machine requires only one Python interpreter to 
obtain the values being sensored. 

On the other hand, a basic matrix multiplication algorithm (1) was chosen as the 
case study because it represents a widely used problem which is part of solutions to 
larger-scale problems. 

 

There exists two different implementations, a serial and a multithreaded one using the 
OpenMP library. Both of them at an operation rate of 1.6GHz. 

6 Results 

This section details the results corresponding to physical and software measurements. 
We include a brief graphical and descriptive analysis of the obtained data and then we 
discuss the results for the serial solution at different workloads. It should be noted that 
both physical and software measurements are done using an execution script that 
includes an idle-sleep segment (considered in the results) before and after the 
algorithm computation, as follows: 

_> Sleep 2s (Idle State) 
_> Program execution 
_> Sleep 2s (Idle State) 

Figure 3 shows the power consumption of the serial version with a 2048 x 2048 
matrix. 



 
Fig. 3. Consumption profile, serial algorithm. 

 
As it can be seen, the behavior of both approaches are similar. It should be noted that 
physical measurements appear to be “noisy” because we present instant data (i.e., not 
an average of sensored samples).  

Below Table 1 lists average power values corresponding to both physical and 
software approximations when varying the workload for the serial algorithm. 

Table 1. Active power (Watts) for the serial solution. 

 1024 2048 4096 8192 
Software measurement 12.35 12.70 13.07 12.90 
Physical measurement 13.69 13.97 14.38 14.34 

 
It is evident that the physical approach return higher values than software-based 
measurements. This deviation presents a linear behavior and shows a variation close 
to 10% (see Figure 4). 
 

 
Fig. 4. Error ratio for the serial implementation. 

On the other hand, OpenMP solutions using 2, 4 and 8 threads yield the results that 
are shown in Figure 5 (a, b and c, respectively). 

 



Fig. 5. Average power consumption for thread-based solutions (in Watts). The offset between 
software and physical measurements is also shown. 

As shown in the graph, it can be concluded that there is an increase in the offset 
between both measurements and it ranges between 10% and 22%. 

7 Conclusions and future work  

This work focused on monitoring and analyzing energy consumption for a matrix 
multiplication application through physical measurements and a software interface 
based on hardware counters.  

A physical measurement environment was built, which consisted of an Arduino 
board with current sensors that allowed recording real measurements of the average 
power demanded by the processor. In addition, a data-capturing script was 
implemented in Python to store power data. On the other hand, perf was used to 
access the values returned by RAPL for the Intel processor being studied. 

Based on the results, a linear deviation in average power values was observed 
between physical and software-based measurements, the former being higher in all the 
cases that were assessed. This difference between measurements is believed to also be 
affected by one or several hardware devices whose software-recorded consumption 
has not been analyzed. Additionally, a variable error between 10% and up to 22% was 
detected in matrix multiplication experiments, for different data sizes and threads 
number. 

Finally, in the future we plan to work on the detection and analysis of the gap 
between software-based and physical measurements, as well as on the correlation 
between the internal methods versus an external AC measurement. After the external 
measurement validation, there is great interest in assessing power consumption in 
other system components, such as RAM memory and I/O, which have not been 
considered in this work. 
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